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Executive Summary

The manuscript structure begins with a brief presentation of the Ideedia Intelligencevork-
package research orientation. A concise analysis infrastructure of all three data modalities
utilised within WeKnowilt (i.e. text, photos and speech) follows. An updated overview of the
current state-of-the-art in each eld is provided within each modality section wherever this was
applicable, together with updated and nalized versions of innovative textual, visual and speech
analysis algorithms and methodologies.

More speci cally, the herein proposed research work and implementations explore novel re-
search results in the area of advanced textual processing, visual retrieval and localisation of still
images and identi cation of Out-Of-Vocabulary (OOV) words in speech. The outcome of this
Deliverable provides a set of advanced téolsthin WeKnowlt, evaluation results from their
application to real-life datasets, as well as ef cient ways to exploit them.

LA set of accompanyiniledia Intelligencesoftware tools is also released together with the current document.
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Abbreviations and Acronyms

AMI
ANN
API
ASCII
BN
BUT
CBRN
CTS
DCT
ER
fMPE
GMM
GPS
HKM
HLDA
HMM
ICSI
ISL
ITU
KB

LM
LO-RANSAC
LVCSR
LSH
MFCC
MPE
ML

Augmented Multiparty Interaction

Arti cial Neural Network

Application Programming Interface

American Standard Code for Information Interchange
Bottle-Neck

Brno University of Technology

Chemical, Biological, Radiological and Nuclear
Continuous Telephone Speech

Discrete Cosine Transform

Emergency Response

feature Minimum Phone Error

Gaussian mixture model

Global Positioning System

Hierarchical K-means

Heteroscedastic Linear Discriminant Analysis
Hidden Markov Model

International Computer Science Institute
Interactive Systems Laboratories

International Telecommunication Union
Knowledge Base

Language Model

Local-Optimization RANdom SAmple Consensus
Large-Vocabulary Continuous Speech Recognition
Locality Sensitive Hashing

Mel-frequency cepstral coef cients

Minimum Phone Error

Maximum Likelihood
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Abbreviations and Acronyms

MLLR Maximum Likelihood Linear Regression
NIST National Institute of Standards and Technology
NLP Natural Language Processing

ooV Out-Of-Vocabulary

PLP Perceptual Linear Prediction

POI Point of Interest

RANSAC RANdom SAmple Consensus

RDF Resource Description Framework

SC Split Context

SCOS Simple Cultural Organisation System

SIFT Scale Invariant Feature Transforms

SIoC Semantically-Interlinked Online Communities

SKOS Simple Knowledge Organization System
SPARQL SPARQL Protocol and RDF Query Language
STS Social Tagging Systems

SURF Speeded-Up Robust Features

TF-IDF Term Frequency - Inverse Document Frequency
TRAP TempoRAI Pattern

ucC Universal Context

URI Uniform Resource Identi er

VIRaL Visual Image Retrieval and Localization
VTLN Vocal Tract Length Normalization

WAV Windows Audio Volume

WER Word Error Rate

WKI WeKnowlt

WP Workpackage

WwWw World Wide Web
YAGO Yet Another Great Ontology
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1 Glossary

Content

Digital, multimedia content; in WeKnowlt especially texts (blogs, forums), still images (pho-
tographs) and audio (speech) les.

Media Intelligence

Intelligent, automated content analysis techniques for different media to extract knowledge from
the raw content itself.
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2 Introduction

This document concludes the work performed withinititelligent media analysitask of We-
Knowlt. More speci cally, in this deliverable we are going to present work carried out since
D2.1.1 2] with respect to the modelling and development of ef cient multimedia analysis
tools. We shall discuss the steps taken during the last six months of the project, which resulted
into the production of standalone modality-based tools that go beyond current traditional ap-
proaches and exploit the underlying (collective) intelligence derived from mass user-generated
content.

This deliverable summarises research and implementation efforts on the WeKnowilt intelligent
media analysis tools, with the aid of which user- or system-generated multimedia content will be
processed for both the consumer and emergency response case scenarios. By explbdieag the
dia part of Collective Intelligencgthese tools will aid the matching of user needs (i.e. in the case
of either emergency responders or consumers) by collecting and nding the needed knowledge
at the right time and in the right content modality. The deliverable reports the methodologies and
research work followed within the scope of the three subtasks of WeKnidvit - Intelligent

media analysisnamely:

Text analysis
Visual information analysis
Speech analysis

The rest of this deliverable is structured as follows: chapssmmarises brie y the (research)
orientation of the current work presented in this document. Each WP2 modality/task presents
then its nal developments in chaptets5 and6. Chapter7 contains some concluding remarks

and discusses shortly the future work within the workpackage.
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3 Orientation

Among the objectives of the work presented in this deliverable is to demonstrate the wide ap-
plicability of the Media Intelligenceachievements through its elaboration on the two distinct
WeKnowlt case studies, i.e. the Emergency Response and the Consumers Social Group case
study. Since it is widely acknowledgeable among the consortium that the two case studies per-
tain to different topics, it is obvious that they also target a wide range of intended users and,
more importantly, involve heterogeneous content representation and analysis models. Thus, in
the following, Emergency Response applications are mainly based on textual and speech (and
to a far less extend visual) content interpretation and analysis, whereas the tool oriented towards
the Consumers Social Group case study incorporates mainly visual content.

As already discussed the main scope of textual analysis within the Media Intelligence work-
package is the extraction of events from textual documents. Relevant state-of-the-art research
efforts have mostly dealt with large, static, coherent and rather complete texts. Most of them
were presented in D2.1.22], along with the initial application of text analysis technologies

to address the requirements on the WeKnowlt System, and more generally the requirements of
systems which exploit collective intelligence.

In the area of visual content interpretation driven by the WeKnowlt use cases and the correspond-
ing user requirements/edia Intelligencdask suggests a content-based retrieval approach. Fo-
cus is being given on the Consumer use case, where a visual retrieval and localisation framework
of content applicable to large web collections may become extremely useful in pre-, during or
post-travelling user activities. Motivated by this observation, a fast and robust retrieval system
is proposed within this deliverable, based on the popular bag-of-words model. More specif-
ically, Speeded-Up Robust Features (SURF) features are extracted from digital images and a
visual vocabulary is created, through which images are ef ciently represented. Geometric con-
straints on the image features are then taken into account, facilitating more accurate retrieval
in comparison to traditional approaches. The performance of the proposed method is evaluated
through the development of a web-based image retrieval application, that yields a geographic
position estimation about a query image, exploiting already geo-tagged datasets. The latter aids
WeKnowilt users to identify Points of Interest (POIs) and famous landmarks (i.€'what to

see?” concept) and additional background info about them, as well as interesting activities and
events (i.e. in dwhat to do?” concept). It is rather obvious that the latter may be useful for
both Emergency Response and Consumer Social Group case studies.

Finally, in the eld of speech analysis, the current work focuses on investigation of advanced
methods and procedures that will aid both WeKnowlt use cases. Special care will be given to
the Emergency Response one, where quick and ef cient interpretation of raw audio and speech
content plays a very signi cant role, e.g. containing voice calls made by citizens involved in
emergency events and either request help or report their current status. In this context, focus will
be given on OOV identi cation; more speci cally, an innovative neural network-based system
based on temporal context is proposed to distinguish in-vocabulary words that are misrecognized
and OQVs. Presented techniques advance related state-of-the-art and have been evaluated with
external datasets.

Page 14
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4 Text analysis

This chapter discusses the improvements and additional functionality added to the WeKnowlt
Text Analysis technologies since the initial implementation described in D22P]1aphd the
deployment of this technology within the WeKnowlt Service Architecture developed in WP6.

4.1 Classication

Within the WeKnowlt system there are two uses for classi cation of text. Firstly, as a method of
automatically tagging texts (which may then be passed to the user for validation), and secondly
as a method of indicting texts which can go on to further textual analysis (such as annotation,
discussed below). Whilst these two processes utilise the same technology their requirements
may differ, for example achieving the desired trade-off between recall (identifying all relevant
text) and precision (identifying only the relevant text) can require parameterisation of the clas-
si cation techniques applied.

4.1.1 Tagging

The process of tagging documents is necessary to enable those documents to be effectively ac-
cessed (via searching and browsing). Tagging is addressed in a number of forms in WeKnowit.
In Image Analysis tags are related to the content of images thus enabling the automatic tagging
of untagged images. In WP3 (Mass Intelligence) the automatic tagging process exploits the
free text tags associated with documents by a mass of users to generate a tag suggestion model.
Within WP2 the automatic tagging of text is concerned with tagging the text with semantic tags,
l.e. tags which have a speci c meaning rather than free-text strings. This semantic tagging
provides two bene ts: rstly it provides the ability to specify, a priori, a tag model (ontology)
which you wish to apply to the documents (such as the taxonomy of emergency incidents pre-
sented in D7.2, section 5.1.2) and secondly you can use the structure of the tag model to improve
the search/browse functionality, exploring the documents according to more or less speci ¢ tags
(e.g. looking for all "Traf ¢ Accidents” or just "Road Accidents”). However the dif culty in
adopting such an approach is acquiring the data to construct a classi cation model. Whilst ide-
ally the tagging model would be created from a tagged corpus of documents, where the corpus
is taken from the same domain as the documents which are to be tagged. However this is a pro-
hibitively expensive process and where the time or resources are not available other less costly
approaches must be adopted.

In WeKnowlt a boot-strapping approach is adopted where the initial model is derived from a
generic source and then the model is improved through usage. As the generic textual source
Wikipedia® is used. The freely available Wikipedia provides by far the largest encyclopaedic
information resource (with the current English version alone containing over 3 million afjicles

and the collective nature of its construction should avoid any editorial bias which may arise in
more tradition encyclopaedic resources. In addition it provides both internal (within Wikipedia)
and external links which can be explored by the document collection process. It has been shown
[25] that augmenting a corpus with related Wikipedia articles improve classi cation across a
diverse collection of datasets.

2http://wikipedia.org
3http://en.wikipedia.org/wiki/Sizef_ Wikipedia
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The assignment of a semantic meaning (from Linked Data) to tags can be carried out by user
mapping (e.g. §6] describes an architecture for the collaborative assignment of meaning) or
more automatic means (e.g63 uses string-matching between the tag label and Wikipedia
article titles). The approach adopted in the WKI system is semiautomatic, where the user is
presented with a ranked list of ten alternative meanings, based upon the match between the
tag label and the Wikipedia article text. This process can result in a one-to-one mapping, e.g.
"Accidental chemical release” was mapped to "Chemanatident” or a one-to-many mapping,

such as "Animal and Plant Diseases” to "Animatology” and "Plantpathology”.

Tables1 and 2 show the mapping from tags to articles. The mapping produces an exact or
close match in all but two cases, where it was not possible to differentiate a sub-tag from its
parental tag. The two case are: differentiating "Public Protest” from "Nationally co-ordinated
protests and large localised protests” and "Structural Failure” from "Structural failure in the built
environment”. Therefore these sub-tags are removed from the modelling process.

The fact that 40 of the 42 tags (i.e. 95%) can be mapped to Wikipedia shows the extent to which
this resource can be used for semantic reference, and is indicative of why Wikipedia is used as
the main source of Uniform Resource Identi ers (URIs) for the Linked Data movetnehich

is currently leading the way in developing the semantic web. Whilst the scope of Wikipedia
articles means many tag models could be reasonably mapped onto its URIs, the collective nature
of Wikipedia article creation and editing also means that it is possible to construct new articles
for any distinct tag concepts which are missing from Wikipedia, and the content of these articles
can eventually bene t from the input of the millions of contributors.

The corpus for each tag was then constructed from the article text and the text from pages re-
trieved by following the "References” section of the article. A classi cation model is generated
using standard Natural Language Processing techniques, i.e. tokenisation, stemming, stop word
removal, feature (term) selection (using an information-gain metric) and weighting of terms us-
ing Term Frequency - Inverse Document Frequency (TF-IDHB). [Cosine similarity is used to
measure the similarity between the tag model and document text term vectors. As a multitude
of (both branch and leaf) tags can be assigned to a document, a classi cation model is generated
for each tag and sub-tag. The use of such a simple generative model for the initial classi cation
experiments in part provides a good predictive baseline but mainly such models are easily up-
dated, as new data becomes available, and thus offer the possibility of implementing an online
learning methodology which can more easily adapted the classi cation model to the speci cs of
dynamic data. This may well be a desirable feature in situations where the classi er is applied
to situations with a degree of novelty, such as when dealing with a speci c emergency incident,
e.g. the outbreak of swine u. This model can be used to provide the initial tag suggestion model
to the user, as the user accepts or rejects the tag suggestions for a given textual document, that
document can be added to the corpus and used to improve the classi cation model.

It should be noted that there is a certain degree of semantic ambiguity if a document is classi ed
as belonging to an root or branch tag in the model, rather than one of the leaf tags. This can
either imply that there is not enough information in the document to determine which of the leaf
tags apply to the document or that the document concerns concepts other than those contained in
the possible leaf tags, for example a document may be tagged with "Animal and Plant Diseases”
although the actual disease may be one other than the three possibilities in the model. In ex-
amining these ambiguously tagged documents it may become apparent to the ER User that they
contain some important concept and therefore the tag model should be extended to include this

“http://linkeddata.org/
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Table 1. Emergency Tag Taxonomy in Wikipedia
| Tag | Sub-Tag | Article
Severe Weather Severeweather
Storms Storm
Flooding Flood
Gales Wind
Snow Snow
High and low tempera; Heatwave Ice
tures
Water shortages Water crisis Drought
| Human Health | | Health |
| Terrorism | | Terrorism |
Transport Accidents Accidents

Road crash

Traf ¢ _collision

Ferry accident

Sailing ship.accidents

Aviation accident

Aviation_accidentsand.incidents

Rail accident Train.wreck

Fire Fire Con agration Structurere
Residential Residentialarea
Industrial Industrialdistrict

Animal and Plant DisA
eases

Animal_virology Plantpathology

Foot and mouth diseas

eFoot-and-moutldisease

Rabies Rabies
Avian in uenza Avian.in uenza
Public Protest Protest

Nationally co-ordinateg
protests and large lg
calised protests

Industrial action

Industrialaction Strikeaction

International Events |

|

Eventmanagement
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Table 2: Emergency Tag Taxonomy in Wikipedia
| Tag | Sub-Tag | Article
Industrial Technical Industrialdisasters
Failure
Gas Gas
Water Water
Electricity Electricity

Telecommunications

Telecommunications

Structural Failure

Structuralfailure

Land movements

Landslide

Structural failure in the
built environment

Chemical, Biological, Chemical,biological, radiological,
Radiological and Nu- _andnuclear

clear (CBRN)

Industrial ~ Accidents Pollution

and Environmenta

Pollution

Accidental chemical re+

Chemicalaccident

lease

Accidental biological| Biological hazard
release

Accidental radioactive Radioactivecontamination
release

Major industrial re

Industrial disasters

Accidental explosion

Explosion

Land or water environ-
mental contamination

Soil_contamination Watepollution
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tag. In this may the usage of the tag model should indicate how the model itself should evolve
to more accurately re ect the domain concepts which are important to the users.

4.1.2 Evaluation

In order to provide some indication of classi cation performance a corpus was acquired from
the Australian ABC News sife who provide a archive of tagged news stories which include

a number (19) which relate to the WKI ER tagging model. Tab#hows the mapping of the
subset of WKI ER Tags to the ABC News network tags. The news articles are tagged with
between one and three related tags.

Table 3: Emergency Tag Taxonomy in Austrailan ABC News

| Tag | Sub-Tag | Article
Severe Weather weather
Storms storm
Flooding oods
Water shortages drought
| Human Health \ | health |
| Terrorism \ | terrorism |
Transport Accidents accidents
Road crash road-accidents
Ferry accident maritime-accidents
Aviation accident air-and-space-accidents
Rail accident rail-accidents
Fire res
Residential residential- res
Industrial industrial- res
Animal and Plant Dis infectious-diseases
eases
Avian in uenza avian-in uenza
Industrial  Accidents pollution
and Environmenta
Pollution
Land or water environ; land-pollution water-pollution
mental contamination

The performance of the classi cation was evaluated using both strict classi cdijpwlijere the

classi er is assessed on its ability to correctly identify the exact tag, and a lenient classi cation
(2), where the classi er is deemed correct if the classi cation is in the same sub-tree of the tag
hierarchy, i.e. the predicted tag is the actual tag or one of its super or sub tags. The x-axis
indicates the number of tags which would be suggested to the user, both the gures indicate a
relatively steady F-Measure between 2 and 5 tags, showing a balanced trade-off between the
precision and recall. Where the lenient assessment of the classi er is app)jgur€senting

only 2 tag suggestions results in a recall of over 75% of the correct tag sub-trees. However care

Shttp://www.abc.net.au/news/tag/
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must be taken in presenting such suggestions to the user as only 45% of the suggestions are the
actual correct tags, therefore the users should correct the speci city of the tag. It may be the case
that the more similar the suggested tag is to the correct tag the more likely it is for the user to be
less judicious in assessing its correctness and more inclined to simply accept the suggestion.

Another caveat with respect to these experiments is the degree to which the textual content
of such news articles re ect the documents which will be received by the WP7 applications.
The development and evaluation of the WKI prototype will provide an assessment of such text
classi cation on actual WP7 application data, and hopefully generate a reasonable tagged corpus
to further develop the classi cation technique to provide more effective tag suggestion in the
given application domains.

& Precision
== Recall
- FMeasure

————

Performance Measure

Number of Predicted Tags

Figure 1: Performance of Text Classi cation (Strict Tagging).

= Precision
== Recall
0.4 ¥ FMeasure

Performance Measure

1 2 3 a4 5
Number of Predicted Tags

Figure 2: Performance of Text Classi cation (Lenient Tagging).
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4.2 Clustering

The agglomerative hierarchical clusterirf] technique described in D2.1.1, applying average
linkage clustering as the distance metric between two clusters, is used as the primary clustering
technique. In addition to this the widely used Lingo algoritt@h| from the Open Source project
Carrot? in added to the clustering techniques. The Lingo algorithm provides a similar approach
to the current clustering technique, i.e. a "description-comes- rst approach” where the cluster
descriptive terms (or keywords) are rst determined and these are used to form the clusters,
although in our approach the cluster description involves the application of semantic annotation
techniques (discussed below). The primary reason for implementation the Lingo algorithm is to
facilitate comparative experimentation for further evaluation to be reported in D2.4.

4.3 Annotation

As stated in D2.1.172] the purpose of WeKnowlt Text Analysis is to satisfy the information
requirements of the WeKnowlt system which can be very broadly summarised as determining;
who is involved in the eventyhat type of event is itwhereis the event taking place anehen
did/does the event occur. Semantic Annotation links sections of text to the distinct entities which
represent these concepts. Since D2.22] the heuristics used by the annotation algorithms have
been extended to improve entity recognition. In addition textual annotation has been made more
generally applicable by adding a generic Geospatial resource and providing the ability to map
text to generic (Wikipedia) concepts.

4.3.1 Person Entities

The recognition of an instance of a person within a text requires that that person has some digital
identity de ning that individual, such as the OperllbBased identi er implemented in WP1. In
social websites individuals are often referenced by their username, which have the bene t of
being extractable using the HTML structure, as described in D2.1.1, and are unique within a
website. Ideally we would wish to link users across websites, however this requires their use
of persistent unique pseudonyms. The reference of real names within text is an area of active
research 3][4]. Within WeKnowlt no attempt if made to resolve these real names, although
they are extracted and may be utilised in the future, currently the identi ed names are simply
removed from the text as they are deemed noise in terms of event type identi cation.

4.3.2 Temporal Entities

A number of patterns for extracting date/time were implemented by both considering standard-
ised date patterns (such as those from 1SO8pahd date/time informal representing in the
free-text in the dataset provided by WP7. As was described in D2.1.1 the usage of date/time is
too sparse to provide consistent referencing of the text documents to a time period. However
the time information which is extracted is available to be displayed on a timeline, which will

Shttp://project.carrot2.org
"http://openid.net/
8http://www.w3.0rg/TR/NOTE-datetime
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allow the user to browse the temporal aspects of these documents, although this is not part of the
planned Prototype One implementation. As with Person entities the date/time text is currently
removed as noise in terms of event type identi cation.

4.3.3 Geo-spatial Entities

One of the critical elements of geospatial recognition is having a quality res@djcdie to

the cost of developing these resources most quality resources, which provide wide coverage
(e.g. Getty Thesaurus of Geographic Naff)es detailed geo-coding information on speci ¢
areas (e.g. for the UK, Ordnance Surn/yand Royal Mail's Postcode Address Fité) are
commercial. These resources were used for the experiments presented in D2.1.1.

There are now a number of freely available geo-coding resources. Both *edmuh Googlé?

provide APIs to access their geo-coding services. There has also been a recent release of
the LinkedGeoDatd resource, which uses the information collected by the OpenStreétMap
project and makes it available as an RDF knowledge base according to the Linked Data princi-
ples B]. This dataset contains over 900 million GPS co-ordinates and 122 million places (i.e.
points or areas with some description). In practice the data relating to the speci c country, re-
gion, city, etc. which is required for a given application can be extracted from the dataset and
processes (indexed) to create a more ef cient resource which can be used by the annotation
process.

Both Yahoo and Google provide services to resolve an address into latitude/longitude coordi-
nates, however the critical part of text annotation is the parsing of text to extract those addresses.
Yahoo do provide a service (Placemamwhich does annotate free-text with geo-locations
(including location disambiguation), however the location text has to be relatively unambiguous
(e.g. "Shef eld” is not annotated, but "Shef eld, UK” is). Also the nest granularity of location

Is at the level of district of towns, whilst the need place resource on a map (from WP7) requires
more ne-grained locations. Similarly the LinkedGeoData contains reference to districts but
very few streets, this dataset is more directed towards the identi cation of Points-Of-Interest or
amenities (e.g. pubs, restaurants, parks, phone-boxes, etc.).

4.3.4 Generic Entities

As discussed above (Sectidril.]) Wikipedia provides the fundamental resource in allocating
general semantic concept URIs. Thus an annotation functionality has been added which al-
lows the linking of text to Wikipedia articles. The approach adopted uses Milne and Witten's
processing of Wikipedia article names9] to determine relatedness of a term to the potential
articles, based on commonness and relatedness to the surrounding context. Commonness is
de ned as number of times an article is used as a destination from an html "anchor” element

Shttp://www.getty.edu/research/conductirgsearch/vocabularies/tgn/
LOhttp://www.ordnancesurvey.co.uk/
Uhttp://www.royalmail.com/portal/rm/jump2?mediald=400085&catld=400084
http://developer.yahoo.com/geo/

Bhttp://code.google.com/apis/maps/

Ynttp:/Nlinkedgeodata.org

LShttp://www.openstreetmap.org/
6http://developer.yahoo.com/geo/placemaker/
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within Wikipedia and the context is analogous to the disambiguation technique employed for
geo-spatial entities, that is using the surrounding unambiguous links in the text as context. As
with the approach described in D2.1.1 add)[ for social data this context can be extended
beyond the immediate text using the other texts by the user, related (quoted) texts and proximate
(in terms of sequential forum thread posts). Currently the annotation approach links to all pos-
sible wikipedia concepts, however this can be limited to certain concepts using the Wikipedia
Categories or the YAGO Categori€g] mapped onto Wikipedia via the DBPedigroject data.

It is envisaged that such an approach can provide annotations useful for domains such as the
WP7 Consumer Use Case, where the concepts of interest to the consumer can be mapped onto
Wikipedia categories, such as Travehtibp://en.wikipedia.org/wiki/Category:Travel

4.4 Text Analysis Services

The three Text Analysis services implement a text processing model, whereby a speci ed series
of (analysis) processes can be applied to the textual documents. Some of these processes are
general to all the services, such as text script normalisation (conversation to ASCII by removal

of diacritic marks, ligatures, etc.) and tokenisation, whilst other processes are speci c to the
analysis service. The underlying architecture of the Text Analysis system allows the composition

of any of the processes into a text processing model. In practice this models are prescribed for a
given task, for example the process to text analysis for the WP7 ER Use Case uses a classi cation
model based on the ER Tags and an annotation model which uses geo-location resources speci ¢
to the Shef eld area.

All the services have similar parameters which can be sent to the APl methods. The Text can
be speci ed either as a String or a URI which can be resolved against the WeKnowlt datastore.
Collections of Strings or URI can also be sent to the services. The processing model to be used
by the services is speci ed by its URI. Each service also implements a method to return the
possible model URIs available and a method which returns the actual model speci cation. In
practice such speci cs can be hidden from the user by the client services.

4.4.1 wp2-text-classi cation

For each text sent to the Classi cation service a similarity measure (a value between [0,1] where
0 implies no similarity and 1 is an exact match) is returned against each of the classes (speci ed
by a URI) in the classi cation model. It is possible to set a threshold, within the classi cation
model, so that only classes with a similarity above the threshold are returned. The client can
then present this potential classi cation to the user.

To close-the-loop in this process any text which has been classify by the user can be added to
the classi er corpus and the classi cation model regenerated. Care must be taken to ensure
that the user has genuinely classi ed the text rather than just "lazily” accepted the classi ca-
tion proposed, otherwise certain class prediction in the model will potentially receive excessive
reinforcement.

Yhttp://dbpedia.org/
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4.4.2 wp2-text-clustering

The clustering service receives a collection of texts and returns a collection of clusters, each
cluster containing a subset of the texts. Each text also has an associated measure (a value be-
tween [0,1]) indicating the degree of membership to the cluster. This enables the cluster texts to
be ordered when displaying them to the user.

4.4.3 wp2-text-annotation

The annotation service attaches a set of annotations (speci ed by URIs) to the received texts. In
the current implementation the annotations are not marked-up in the text as this is not a current
requirement. However it is possible to markup the text which can then be used to display the
annotated text to the user. Dependent upon the type of annotation is is possible for the client to
gain further information which can be presented to the user. For example if the annotation refers
to a DBPedia entity, then it is possible for the client to access the DBPedia project's public
SPARQL endpoirf and get the concept property values, such as the abstract describing the
concept (if it is available).

Bnttp://dbpedia.org/sparg|
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5 Visual analysis

During the last months the popularity of web-based personal image collections and their rela-
tion to social networks of many kinds (e.g. Facebook, LinkedIn, etc.) resulted to a continuously
growing volume of publicly available multimedia content. Consequently, this growth of im-
age collections has created the need for fast, robust and ef cient algorithms, able to analyze
large-scale diverse and heterogeneous visual content. This growing need for automatic metadata
generation, search and retrieval has boosted research efforts towards these directions. In spite
of the multitude of current intelligent, automated visual content analysis activities, there is still

a lack of appropriate outlets for presenting high quality research in the proli ¢ and prerequisite
eld of multimedia content retrieval. In brief, the work presented in the following sections aims

to advance the state-of-the-art, not only by automatically retrieving visually similar images, but
also by determining the location they were taken and by identifying potential POIs (e.g. land-
marks) by exploiting available, external, socially created metadata (e.g. information derived
from services like GeoNam&sor GeoPlanéf). The proposed integrated approach makes use

of a visual vocabulary and a bag-of words approach, in order to describe the visual properties
of an image. Moreover, geometric constraints are applied, in order to extend the bag-of-words
model towards much more accurate results.

5.1 Recentresearch trends on visual analysis

As already explained, WeKnowlt visual analysis technology focuses more on the Consumers
Social Group case study, as the latter is currently the one incorporating huge amounts of visual
content in the form of digital still images. Following current web socializing and content ex-
changing user trends, WeKnowIt end-users using this tool are able to upload, describe, (geo-)tag
and localize their personal photos, based on previous personal or community content. Thus, a
user aligned with the three-phase stages of potential travellers described in 22]1i4 &ble

to nd useful travel information and ef ciently plan her/his trips. In other wort#gdia Intel-
ligenceprovides WeKnowlt users ef cient visual search and retrieval functionalities in order to
combine all three desired aspects, namely:

algorithmically search results (pure information)
storage for own experience (remember and share with others), and
opinions and experiences from other users

that will lead them to close the missing gap of personal vs. collective knowledge.

Undoubtedly, the growth of image collections and change of user behaviours have created the
need for intelligent algorithms, able to analyse mass heterogeneous multimedia content. Typ-
ically, content-based retrieval systems could be separated in those which focus on the overall
scene similarity and those whose aim is to identify the same object under various viewpoints

within a large database. For the former, global and qualitative features are typically used. These
features include global color histograms and coarse spatial layout. This section focuses on the
latter category, where in most cases such features are no longer suf cient. The use of viewpoint
invariant local image patches constructed around interest points in combination with descriptors

Lhttp://www.geonames.org/
20http://developer.yahoo.com/geo/geoplanet/
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characterized by invariance to illumination and viewpoint changes is very common. Perhaps the
most popular features that combine the aforementioned characteristics are the Scale Invariant
Feature Transforms (SIFT) features, introduced by Ldv@ [A typical example of using local
patches around keypoints for the retrieval of objects is the work of Niester and Stew&hius [
Therein, they use a hierarchical metric tree. This tree created with the comparison of keypoint
descriptors to a small number of prototypes at each level of this hierarchy.

Another very well-known category of approaches is commonly known as “bag-of-words” model,
that shares signi cant similarities with text retrieval approaches. This model has been adopted
by Sivic and Zissermar8[)]. In their work, they extract keypoint descriptors which are then
guantized in order to build a vocabulary. This vocabulary is then used to describe each image
in the means of the words (which represent clusters of keypoint descriptors) it contains. Finally,
all the images in the database are organized in an inverted le to facilitate the retrieval process.
When these techniques are used in applications that aim to identify the same object within a
large dataset, experimental results prove the need of huge vocabularies, which in some cases
contain up to 1 million clusters. Towards the need of lowering down this complexity, Chum et
al. [16] propose a technique called Locality Sensitive Hashing (LSH) and a random sketch of
the set of visual words present in the image is used as an image representation. Another ap-
proach that uses a hashing scheme is presented in the work of Grauman and3Dpvdiire

sets of feature vectors are indexed under their partial correspondences in sub-linear time. An ef-
cient embedding function is developed and hash functions are constructed such that the satisfy
locality-sensitive hashing constraints.

All these techniques share in common the initial extraction of descriptors from local patches
and then try to organize them using an ef cient indexing scheme. Naturally, they all share
the shame disadvantage, by not taking into account the geometry of the image. Checking the
spatial consistency between the query image and the top retrieved images is adopted in the
works of Philbin et al. §8] and Quack et al. 12], using the well-known RANSAC parameter
estimation algorithm, introduced by Fischler and Bol23 [ Top retrieved images are re-ranked

with geometric constraints, allowing the achievement of higher retrieval scores. A deterministic
variant of RANSAC is used by Philbin et al69]. Therein, the geometric constraints can be

veri ed much faster, which has the result that more images can be veri ed with these constraints.

Many research efforts have focused on the inclusion of spatial relations in the indexing scheme.
Agarwal and RothZ] where spatial relations between pairs of visual words are included in the
visual vocabulary. Geometric hashing has been introduced by Wolfson and Rigd6sto |
matching geometric features against a database. Matching is achieved even in the cases par-
tial occlusion or geometric transformations. The main disadvantage that both these techniques
present is the a high computational cost related with the number of visual words or features,
respectively. Chum and Mata$3] manage to overcome some of the limitations of geometric
hashing but they do not include photometric description of the local patches. Also, their tech-
nique does not goes further from a local neighborhood for the describtion of the geometry. In a
more recent work of Chum et all}], small objects are searched in a large database by using
hashing technigues to include both photometric description and local geometry information in
the indexing scheme.

Future work of this WeKnowlIt module deals with the already described problem of nding an
identical object in a huge database of images when occlusion, photometric and geometric trans-
formations are simultaneously present. In our work af ne invariant regions are used, introduced
by Mikolajczyk and Schmidg7], in order to construct a reference frame for an image repre-
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sentation containing global image information. Photometric and global geometric description
is indexed so that spatial consistency can be checked for the whole database. We should note
that the techniques that use RANSAC, eventually verify only a few top retrieved images and
particularly those that index only local geometry of the image and not global. Moreover hashing
techniques are used to lower the computation cost of the retrieval process, which is facilitated
with an inverted le scheme.

5.1.1 Tag processing in the aid of multimedia content analysis

Going a step further, several content analysis research methods combine visual and textual cues
in the process; the dynamics of social tagging activity have turned a big part of research com-
munity into analyzing them and examining the emergent knowledge about multimedia content
that derives from them. More speci cally, ibh] Marlow et al. demonstrate that the structure

and dynamics of systems offering social tagging are similar to those of a complex system, i.e.
knowledge is built incrementally in an evolutionary and decentralized manner, yielding stable
and knowledge-rich patterns, the so-called Emergent Sema#ficslikewise in [29] the au-

thors show that there is tag convergence on each resource after about 100 annotations, attributing
this behavior to users common background and their tendency for imitation of other users' tag-
ging habits. The efforts in this context provided a basis for further research in the area, as they
established that the tagging activity in these environments is not completely arbitrary and its
analysis may reveal stable patterns.

Social tagging systems have played a crucial role in the improvement of handling and utilization
of multimedia resources. In fact, this was a key factor for their wide spread and adoption by the
web community, since the retrieval of such resources has long been extremely dif cult, without
proper metadata. Employing experts to perform annotations is an expensive and practically
immutable procedure. On the same time, despite the recent progress in content-based automatic
extraction of semantic metadata from multimedia, such techniques are far from being perfect and
generic applicable39]. Thus, as content-sharing sites with social networking functionality, such

as YouTubé! and Flick??, enjoy high popularity, there has been an increasing interest by the
research community towards approaches that utilize both tagging information and content-based
features.

In [6], the authors claim that the intrinsic shortcomings of collaborative tagging are tackled by
employing content-based image retrieval technique. The user is facilitated in image database
browsing and retrieval by exploiting both the two aforementioned technologies in a supplemen-
tary way. Indeed, it is shown that the visual features can support the suggestion of new tags
and contribute to the emergence of interesting (semantic) relationships between data sources.
Through the use of a navigation map, these emergent relationships between users, tags and data
may be explored. The visual features employed for the content-based image retriévalaare
andTexture For the extraction of texture features they @@ented Gaussian DerivativEs].

An approach for coupling tagging information with content-based features was introduced in
[28], in which a number of varied clustering techniques were employed and applied to a dataset
from Flickr. The clustering was tag-oriented and occurred in two steps. In the rst step the
resources were assigned to clusters, depending on the similarity of their accompanying tags.
The similarity between tags yields based on their co-occurrence in tagging activities of users

2Inttp://Iwww.youtube.com/
22nttp://www. ickr.com/
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and their semantic vicinity. For every cluster an emergent topic was extracted based on the
most frequent tags used to describe the resources assigned to this cluster. In the second step,
visual features were employed, in an effort to increase the purity of already created clusters. For
instance, if an image assigned to the cluster “sea” was found quite dissimilar to the rest images,
it was removed from the speci ed cluster as an outlier. The second step of the process could
be regarded as arfisleading tags tracking phaseAnother work that combines user data with
feature-based approaches, in order to rank the results of a video retrieval system is presented
in [27]. The authors use this knowledge, along with a multimedia ontology to build a learning
personalized environment.

A number of works have addressed the problem of identifying photos from social tagging sys-
tems that depict a certain object, location or eve [73, 19]. In [45] they analyze location

and time information from geotagged photos from Flickr, in order to track tags that have place
semantics (i.e. they refer to an object in a restricted location) or event semantics (i.e. they are
met in speci ed time periods). Then, they employ tag-based clustering on these speci ¢ tags,
followed by visual clustering, in order to capture distinct viewpoints of the object of interest.
The same authors idfl] combine tags with content analysis techniques, in order to get groups
of music events photos. Likewise, ii3, 19| the authors use various modalities of photos (i.e.
visual, textual, spatial, temporal proximity), in order to get photo collections in an unsupervised
fashion. Apart from the obvious retrieval application, the outcome of these methods can be used
for training of multimedia algorithms and for tag recommendations. Another approach towards
this direction, that deploys the visual annotations, also known as “notes” in Flickr is described
in [62], where it is shown that the retrieval of content in a social tagging system improves sig-
ni cantly by combining tags and visual analysis techniques.

The problem of tag recommendation has been studie®&h jvhere the authors suggest an
approach for recommending tags by analyzing existent tags, visual context and user context in
a multimedia social tagging system. Tag recommendation techniques were, also, proposed in
[79], where the authors suggest four methods for ranking candidate tags and in addition, they
present the semantics of tags in Flickr. Other efforts to design tools that employ simple image
analysis algorithms and apply them on Flickr images have appear&d 48], yet they are not
intended for semantic similarity extraction or integrated navigation in the social tagging system.

Furthermore, in41], the authors are using a vocabulary biased by the geographic region the
image was taken, while irbD] they use a statistical model to categorize and tag an image. On
the contrary, our approach is to match a short list of speci ¢ points of interest (close to the
estimated location of the photo, as those are found in GeoNdroe§eoPlanét databases),

with user supplied tags. The best matches are then used for tagging the image. Serdyukov et
al. in [77] are taking advantage of the GeoNames database along with the user tags to estimate
the location of an image. Our approach relies on visual search (see above) for estimating the
location of the image, while we the use of “Geo” technologies is limited to ltering user tags
from similar images.

5.1.1.1 Tag normalization: a further approach

It is true that the use of explicit (i.e. formal, machine-readable) semantics, as pioneered by
the Semantic Web initiative, has been evolving in the last few years with ontologies being the

23nttp://www.geonames.org
24nhttp://developer.yahoo.com/geo/geoplanet/
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primary means for its deployment. Users can derive value from such technologies as they allow
interoperability within a multitude of homogenous and heterogenous knowledge sources and
improve tasks such as data sharing and information retrieval. To enable a formal representation
of WeKnowlt (WKI) data, appropriate matching techniques are required to determine semantic
mappings that are maintained between the WKI resources' descriptions and domain ontologies'
concepts. As WKI users annotate their resources using tags, these matching techniques should
take as input the tags assigned on a resource and the domain ontology in discourse and return
a mapping, that is a set of correspondences between the tags and the related concepts of this
ontology. These correspondences can be used for various tasks, such as data integration, query
answering, reasoning or for navigation within the Semantic Web. Thus, tag-ontology matching
techniques enable the knowledge and data annotated via tags to be further processed in the
Semantic Web.

To address the problem of lack of relations and semantics in the tag space, many researchers
claim that the application of mature semantic web technologies (e.g. ontology usage, reasoning)
on tagged data could add great value to the latter, as it may render a kind of structure to them.
More speci cally, in [35], the author proposes the building of an ontology that formalizes the
activity of tagging, so to as enable the exchange, comparison and reasoning over the tag data
acquired from varied tagging applications. Likewise, 47][and in [60] the authors present

their own OWL ontologies that aim at achieving a common formal conceptualization for the
representation of tagging. Moreover, a step towards semantics' inclusion in a tagging system is
the use of Simple Knowledge Organization System (SKOS) vocabui@y Which allows to

declare relationships between the terms used by users (e.g. broader term, narrower term, etc).
SCOT {6] aims to represent tag clouds, and so de nes a model that illustrates the tag usage
and co-occurrence, allowing one to move his/her tags from one service to another and to share
tags with others. Other approaches that provide modeling frameworks, to somehow bridge the
gap between simple free-text tagging and semantic indexing are £l SIOCG® projects.

The Friend-of-a-Friend (FOAF) project de nes a widely-used vocabulary for describing peo-
ple and the relationships between them and the things they create. FOAF can be integrated
with other Semantic Web vocabularies, such as SIOC and SCOS and there are, also, FOAF ex-
porters available for some major social websites, such as Flickr, Twitter and Facebook. The
Semantically-Interlinked Online Communities (SIOC) initiative is aimed at interlinking related
online community content from platforms, such as blogs, message boards, wikis and other social
websites Finally, MOAT §7] aims to represent the tags meaning, using URIs of existing domain
ontology instances from existing public knowledge bases (e.g. GeoNan@soPlane&f or
DBPedi&?). Despite the fact that inter-operability between tagging systems is a subject of re-
search, these approaches have not found widespread application and, so far, there is no common
agreement on a formal representation of tagging activity between social tagging systems.

Thus, to address the challenge of data integration in tagging systems, matching techniques
should be utilized, as mentioned earlier. There is a range of approaches used for ontology
matching support which rely either on simple linguistics or on structure (The more advanced
techniques use both kinds of information). To tackle the tag/ontology matching problem, the
linguistic techniques, that involve only syntactic or lexical analysis can be employed. Linguistic

25The Friend-of-A-Friend (FOAF) projedtttp://www.foaf-project.org/
26The SIOC projechttp://sioc-project.org/

2’Geonames Geographical databasép://www.geonames.org/
28yahoo! Geo Technologidsttp:/developer.yahoo.com/geo/
29DBPedia projecthttp://dbpedia.org/
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matching techniques are all the techniques adopted for evaluating the similarity between two
terms on the basis of their names. These may involve simple string matching techt#jjues|
NLP techniques (such as tokenization, stemming) or semantic techniques which are based on
the meaning of terms and make use of external resources, in order to obtain this information.
The external resource can be a common knowledge thesaurus (vocabulary, corpus of terms) or
a linguistic ontology. The idea is to match terms against the entries in the external resource and
derive their terminological relations out of it. In this case, the acquisition of linguistic knowledge
about the terms that are used to refer to a speci c ontology concept and possible synonyms of
these terms improves the results of the mapping. Apart from synonymy relation, other kinds of
relations that can be utilized in the mapping are hyperonymy and hyponymy. Much of the work
in this area has focused on the integration of WordRlahd EuroWordNét for bilingual and
multilingual synonyms and terms translations. Furthermore, given the growing importance of
the web in knowledge acquisition there seems to be a current trend to use statistical information
measures de ned over the web data, in order to get related teffns([

Further, there are some personalization techniques, which support learning user pro les and
model each user behavior with concept vectors, obtained from a prede ned domain ontology
([78],[83],[84]). In these techniques, the pages a user visits are analyzed, the important terms are
obtained and a matching between these terms and the ontology concepts takes place, so that the
user pro le to be updated. This is very similar to the tag/ontology problem, in case we assume
that a term is a tag. The effectiveness of these methods depends on advanced textual analysis
to terminologically enrich the semantic knowled@®][ After annotating each concept with

a weight based on a similarity score between the terms that have been considered interesting
to the user and the concept, a user pro le is created consisting of all concepts with non-zero
weights (concept vectors). In the tag/ontology problem, the user may be substituted with the
resource and using the tags that are assigned on each resource, a concept vector/resource may
be estimated.

5.2 Retrieval based on visual characteristics

The herein proposed approach contributes to the current state-of-the-art techniques, which dur-
ing the last few years tend to include more and more metadata in order to provide a complete
content description. It makes a signi cant step in proposing novel research methods of com-
bining information from different sources, such as location-based metadata and user-generated
tags that accompany the actual content. In the following, we present the nal versidh of

RaL (http://www.image.ntua.gr/iva/tools/viryl/a WeKnowlt web-based tool used to identify

and localise similar multimedia content under different viewpoints, applicable to any WeKnowlt
functionality that involves a still image search and retrieval task.

The research principle of VIRaL exploits the fact that typical metadata usually contain a free
text description together with some representative user-generated tags. In some cases, some
metadata are related to the geographical position of the image taken (a.k.a. geo-gastad

consists of the actual geographic coordinates, i.e. the longitude and the latitude, and is either
extracted automatically through GPS or is manually de ned by the user. In the latter case, users

30wordNet: An Electronic Lexical Databasetp://wordnet.princeton.edu/
31EurowordNet, Building a multilingual database with wordnets for several European langtétgesavww.illc.
uva.nl/EuroWordNet/
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mark their position on a map, using web-based applications, such as’Fliskrere according
to estimations each month almost 3M of geo-tagged images are uploaded.

5.2.1 VIRaL architecture

The architecture of the visual retrieval and localization tool is basically similar as the one pre-
sented in D2.1.132]. Meaningful improvements have been made in the meantime offering
ef ciency and lower algorithmic and runtime computational costs.

In principle, each time a user executes a query containing a POI (e.g. a landmark image) against
a large database of geo-tagged images, then the top-ranked retrieved results will most probably
contain the landmark that the query image depicts. Correctly retrieved images are expected to
have near identical geo-tag values. Little variance is expected since geo-data can be de ned by
users and also because the same building can be photographed by different distances (using the
appropriate camera lens). However, the estimated geo-tag for the query image is expected to be
within the larger consistent subset of the result images.

The online procedure constitutes of query image pre-processing and retrieval of the top similar
images using the indexing scheme and a fast similarity measure. A resource-demanding algo-
rithm is then applied only on a subset of the top similar images, in order to check their geometric
consistency with the query image. Finally, as part oiohime procedure, every image of the
above utilized database is pre-processed and indexed.

5.2.1.1 Afne invariant interest points

As already described in D2.1.27], within this work the content of an image is represented by a
set of interest points and their corresponding descriptors. In the latest version of VIRaL we use
af ne invariant interest pointsg7] (Figure3). The second moment matrix is used for estimating
the anisotropic shape of a local image structure. This property was explored by LindeHerg [
and later by Baumberg]. Later on in the process, the af ne parameters of each region are going
to be used for the estimation of the transformation between two images. The SURF descriptor
[9] is extracted from normalized af ne local patches capturing the intensity content distribution.

5.2.1.2 Building a hierarchical vocabulary

In order to collect SURF descriptors extracted from a large number of selected photos from the
utilized database, we use a clustering process to create a visual vocabulary which is then used to
represent each image. Using the well-known k-means algorithm in a large number of descriptor
vectors would be signi cantly slow, thus, we decided to use the Hierarchical k-means (HKM)
[61]. More speci cally, an initial k-means algorithm is applied on the data resulting into k-
clusters, then each one of them is clustered again into k-clusters. This process is run iteratively
until the preselected depthof this vocabulary tree is reached. The HKM will result irko

cluster centers. In order to create more discriminative visual words we group again the nal
cluster centers with a Reciprocal Nearest Neighbor clustering algord8jrahd form a new
hierarchical visual vocabulargfl], only this time this is not a symmetrical one. In this manner,

32nttp://www. ickr.com
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Figure 3: Hessian af ne features.

multiple visual vocabularies are created, each one coming from a level of the hierarchy. Assign-
ment of each feature to a visual word can be done by descending down the tree and comparing
with each node’s children to decide which path to follow. After assigning all descriptors of an
image to a visual word, and as described in D2.24],[the model vectors for each image are
formulated and an inverted le is used for indexing purposes.

5.2.1.3 RANSAC based on single correspondences

Top similar images are retrieved using the term frequency-inverse document frequency represen-
tation and the inverted le created in the of ine process. Using just the bag-of-features represen-
tation does not include any information about the geometry of the image or the spatial relations
of the features within the images. We use the RANSAC algoritkBhtp estimate the geometric
transformation between the query image and the top-ranked results, discarding all possible out-
liers. The input to RANSAC is a given set of tentative correspondences between interest points
of the two images. An initial estimation is done by random sampling on the correspondences
and selecting 4 for homography estimation and 3 for af ne transformation. Trying all the com-
binations is computationally infeasible both for homography and af ne transformation, thus the
algorithm stops after a maximum number of iterations. This introduces a factor of randomness
in the algorithm. By using af ne features the initial estimation of an af ne matrix can be done
with only a single correspondendgf. Imagine a correspondence between two elliptic regions
C1$ C,, andHq,H; the transformations which will transform each region to a unit circle with

the angle of the circle becoming zero. The overall transform is then giveh Bil1. In [68] Hy

andH, transform the elliptic regions into unit circles by maintaining the y-direction and nally
estimate only transformation without rotation based on the fact that user photos usually depict
building vertically. In comparison with this we can estimate all possible transformation matrices
including all possible rotations between two images. After estimating the af ne matrix from a
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single correspondence, RANSAC algorithm continues by calculating inliers from the centers of

all the correspondences. We also perform a check every time a transformation with more inliers
is found, weather enough inliers have been found comparing with the total number of correspon-
dences. If enough inliers have been found the iterations stop and the algorithm continue with the
LO-step which is described below. This way all possible combinations are now easily checked

and the algorithm is converted into a deterministic one contributing in faster spatial consistency
checking and checking more top similar images.

Figure 4: Hessian af ne features.

5.2.1.4 RANSAC and Local-Optimization

Another improvement of the RANSAC algorithm which we use in combination with the one
described above is the LO-RANSAT4], [17]. LO-RANSAC consists of an extra step after the
termination of the original algorithm. The nal step of the original algorithm is the re nement

of the transformation matrix from all inliers, as already described in D22P]1 [O-RANSAC
continues with an iterative procedure where inliers are re-estimated from the nal re nement and
then the transformation matrix is rede ned from the new inliers. Those two steps are executed
iteratively until the number of inliers converges. It has been shown that this procedure increases
the number of inliers signi cantly (see Figu.

5.3 Tag normalization

The module described in this section extends the work described in the previous modules and
involves techniques that combine semantic knowledge and statistical information from tag net-
works (extracted from a set of multimedia resources), in order to provide a formal description

of the tagged multimedia content. A typical usage scenario in this case is as follows: the user
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Figure 5: Tripartite Graphs (Folskonomy Models in a STS)

consumes a content item (e.g. a photo). The user-provided tags allocated to the resource are
analyzed in order to extract one or more ontology concepts that describe the item semantically,
while the extracted concepts are assigned with a con dence weight designating the participation
of the item to the concept. The classi cation method extends the technologi8d]pfMhere

textual information is analyzed in order to endow with intelligent ad recommendation.

The service is used internally by the system to add formal descriptions to uploaded content.
More speci cally, when the tags added by the user are passed to the KB, the intelligent module
will analyse the tags and, if matching a concept in the domain ontology, will automatically add
the annotation to the metadata; otherwise they will just be added as tags.

The direct bene t of this process is that it is going to yield interoperability to WKI dataset and
allow for performing reasoning operations. Moreover, it is expected to enhance the results of the
provided visual analysis in terms of landmarks or points of interest identi cation.

5.3.1 Training

The classi cation process requires a pre-processing step where available ontologies are enriched
with social tagging information. Enriching an ontology with collective intelligence information

is performed in an of ine training process which involves the construction of at least one tag
network per topic, i.e. networks consisting of associations between tags that are used within
Social Tagging Systems (STS), based on community detection over a large set of web corpora
relevant to the domain in question, and requires at least one reference ontology per domain.

An ontologyO in this module consists of a set of conce@tand rolesk and includes axioms
that comprise semantic rules by right of the ontology's expressivity. The collective intelligence
information are represented in the system by use of the folksonomy nmejefdllowing the
implementation in§4], i.e. a tripartite graph comprising the set of uddrsesource® and tags

T as nodes and their associations as edges (see FEgure
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Figure 6: Example of vector creation for a concept

5.3.2 Ontology enrichment

The tag networks serve as enriched dictionaries for each domain and enable us to de ne relations
between the concepts and the tags in the domain. These relations are used to classify tags to
ontology concepts. Hence, each ontology concapterminologically classi ed to a tag in the
network with thesame stringlassi cation method, where possible, and can then be enriched by

a vector of weighted terms (from now on referred tacaacept vectof78]). The terms in the

vector comprise of the graph neighborhood of the tag mapped to the carmegteach weight

w represents the structural similari7 between the neighboring tags and the tag mapped to

For the appropriate mapping between tags and formal descriptions, external sources of knowl-
edge (such as WordNet, Wikipedia, etc) are exploited in order to normalize the tags. Wikipedia
Is used to normalize tags that are essentially named entities. The process involves retrieving all
possible variations of a tag from web corpora and querying them to Wikipedia in order to retrieve

a uniform Wikipedia reference name, based on the redirection and disambiguation services of
Wikipedia [84]. Similarly, Wordnet is used to retrieve all synonyms of a tag that is lexically

a noun or adjective. All retrieved variations/synonyms of the tag in the graph are represented
under a single reference name and their graph neighborhoods are merged in order to retrieve
more concise tag relations.

As a result, all graph nodes representing variations (or the reference name) of a aacept
assembled in a single vector , along with the terms in their joint neighborhood, as it was formed
after the above mentioned analysis. As far as the weighting goes, all terms in the concept vector
are assigned a weighi(t;) 2 [0; 1], tj being a term/tag in the vector, representing the con dence
degree with which the tag describes the concept. All variations are assigned with a degree of
0:9, to allow some uncertainty from the normalization process. All other neighborhood terms in
the vector are assigned with the normalized structural similarity degree of the neighboring tag
with the tag initially mapped to the concept (see Figbire

5.3.3 Classi cation

The pre-trained concept vectors are used to classify tags to ontology concepts. A vector of
terms is retained for each individual resource. The classi cation process is based on a look-up
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Figure 7: Graphical lllustration of the Classi cation Scheme

scheme, where concept mappings for the tag in the resource are retrieved, i.e. each extracted tag
is looked-up with an inverted index scheme in all the concept vectors. The weight of the term/tag

in the concept vector determines the weight of participation of the concept to the resource. If
the same concept emerges more than once in a single resource, the concluding weight acquired
is the maximum from all occurrences of the concept in the resource. After all concept vectors
are examined, the set of retrieved concepts and their standing weights constitute the classi ca-

classi cation process is given in Figuie

5.4 Evaluation

As part of its research developments, WP2 developed its own individual GUI of the visual anal-
ysis tools for demonstration purposes. In this section speci cations and guidelines will be pro-
vided for this VIRaL GUI that are going to be used within the WeKnowlt framework.

5.4.1 VIRal features

The VIRaL web-based demo provides the following features:
the user may upload or select a city image and use it as visual query,

the execution of the visual query returns a set of visually similar images obtained from the
image database,

returned images are geo-tagged and thus localized on Google Maps,

a location estimation (landmark, city) is presented upon success, together with a geo-tag
estimate,

a set of suggested tags by the system, together with a set of frequent user tags are also
presented upon success,
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upon identi cation of a well-known landmark, direct links to Wikipedia are provided,
a similarity metric is also presented to the user under each retrieved image,

together with further implementation information, such as the calculated feature points,
inlier features and their correspondences.

5.4.2 VIRaL walkthrough

The rst page a user encounters when entering the VIRaL system is shown in Biglirés

an introductory screen, that gives a summary of the current system, and suggests some random
sample queries to execute. On the top, under the title, there is the overhead menu, that allows the
user to either return to this introductory - home screen, select random images from a speci ed
city, upload an image and query, or view a page containing information about the VIRaL tool
development.

Figure 8: The VIRaL home screen.
query2

The whole web-based demo interface is simple, publicly available and the user may immediately
start a query with any of the images displayed just by clicking on them. Under each image the
user can choose to either see details about the matching process or visit the Flickr page of the
original image.

After executing the query, the user is redirected to a results page, similar to the one shown in
Figures9 and10. The query image is depicted on the top-right of the page. Where available,
suggested tags are shown under the query image, extracted from a tag processing procedure
linked to GeoNames, GeoPlanet and Wikipedia. The most frequent user de ned tags of the top
retrieved images are also presented under the list of suggested tags.

On the left of the query image, there is a fully operational Google Map, with the zoom and
scroll features enabled. Inside we may observe three types of pins, speci ed by different colors.
The light-blue pins correspond to the retrieved images that are predicted to have the same visual
content as the query image. Their geo-tag information is already known from Flickr. The grey
pins correspond to the retrieved images that are predicted not to contain the same visual content
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on the map of the results could identify those pictures (depicted with gray marker and are faded
out) and did not include them in the geo-estimation.

Continuing with query examples depicting landmarks coming from Lisbon in Fig2Be26,

27 and Krakow in Figure28, 29, 30. In all examples the system localizes correctly the query
images on the map. Itis worth noticing the 12th result in Figd@rerhere the depicted landmark
stands in the background and is of much smaller size than the query image. The system could
match the particular image correctly using the matching process and the geometrical constrains.
We present the exact corresponding points in Fi@drevhere the landmark is also localized in

the image using the light blue bounding box. Finally an example of good localization with only
one matching image is shown in FigL8a

5.5 VIRaL setup

To setup an instance of VIRaL in your server, you 'll need a 64bit Linux system. The Graphic
User Interface is implemented in Php and Javascript, so an Apache Server with Php support
is required. Furthermore, an instance of MySql (5.0 or later) is needed to be installed. The
VIRaL System and Software Requirements are summarized in the following Télaled 5,
respectively:

Table 4: VIRaL System Requirements

Hardware

RAM At least 8Gb

HDD 30Gb Hard disk space (for indexing purposes)
CPU Core 2 Duo 2.2GHz or better

Network | 100Mbps Network + Internet Connection

Table 5: VIRaL Software Requirements

Software

OpenCV | http://opencv.willowgarage.com/

Surf http://surf.sourceforge.net/download.shtml
Ann http://www.cs.umd.eduimount/ANN/

IVL Property of IVML ¢ 2008-2010

Please note that the server will require a start-up time of around 2-5 minutes (i.e. wrt a 1 Million
Image Database), and that an average query would take 2-6 seconds (again tested against a 1
Million Image Database).

5.5.1 VIRaL server and GUI installation

VIRaL runs as a (internal) server in the background, and a query is sent to the VIRaL server by a
VIRaL client through sockets. So, two socket ports must be dedicated to VIRaL. All VIRaL data
need to be extracted in one folder - tih@ta folder Furthermore the web interface les must be
extracted to a folder accessible from Apache. The full path tal#ia folderand also the two
socket ports must be given to the server as parameters (in the xml parameteos figxml

Page 41



D2.1.2 -V12

and also in thestart_servershscript that starts the VIRaL server - both of these les are in the
interface les folder). Furthermore an alias must be created in the Apache server, mapping the
[viral wehinterface folder]=tmp= folder to data folder=tmp=, for the user uploaded les.

To start the server, just run theiral wehinterface folder]=start_serversh script and query

using the web interface.

5.5.2 VIRaL server installation within WeKnowlt

In the framework of the WeKnowlt system, visual similarity search provided by VIRaL tool is
one of the services that also requires a private server running on the background. To install the
server you need to extract all VIRaL data need to be extracted in one foldedathdolder

You also need to dedicate a sockets port to VIRaL for internal use. The full path tatae

folder and also the dedicated socket port must be given to the service as parameters (in the xml
parameters le). To start the server, just run flieal _data folder]=start_servershscript.

5.6 Visual Analysis Services

Three distinct WeKnowlt services were designed and implemented within the framework of
visual analysis modules, namely:

wp2-visual analysis
wp2-tag-processing
wp2-tag-normalization

A short description for each one is provided in the following subsections.

5.6.1 wp2-visual-analysis

This service is responsible for implementing the task of visual image retrieval for a given image
guery. As a user uploads an image to the WKI system, the Uniform Resource Identi er (URI) of
the image is forwarded to this service. The image is then analyzed, indexed and compared to an
inverted le. Visually similar images are retrieved from the database, according to the previously
analyzed VIRaL procedure. In a nutshell, since the geographic locations of the retrieved images
are known, a clustering technique is used on them to estimate the location of the query image.

After the analysis is complete, the service returns to the system a result set which consists of the
similar images list that were retrieved from the database, the estimated geographic location of
the query image and the complete set of tags of all similar images, which are used for further

Itering (as already described in previous subsections).

This service adds the following function to the WKI system:
ViralType visualSearch(String imageURI)

Invoking this function is done by the WKI system for performing a visual search on a specic
image. A ViralType objectis then returned back to the WKI system, which consistgexftar<
Image> containing the similar image&/ector< String> containing the user supplied tag
collection of the similar images and@eoTagwith the estimated location of the query image.
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Eachlmageobject contains a URI to the similar image, the similarity between the image and
the query image, and nally &eoTagwith the location of the image. In the case of an image
URI that does not exist, d RINotFound E xce ptioexception is thrown.

5.6.2 wp2-tag-processing

This service was designed to work supplementanyp@-visual-analysisSince the set of tags
returned bywp2-visual-analysiss rather large (and usually most are irrelevant), a way to Iter

the tags was necessary. To lter the tags, the service is using the estimated geographic location
of the query image and search in the GeoNathes GeoPlanéP databases for nearby known
points of interest (e.g. landmarks). Then, it measures the string similarity distance between each
tag and information provided by above “Geo” services and it creates a list of possible landmarks.
For more accurate results, a second step is taking place after the initial comparison to informa-
tion provided by the “Geo” services. The implemented service is taking into consideration the
distance between the landmark (as found in GeoNames/GeoPlanet) and the estimated location
provided by thewp2-visual-analysiservice before sorting the landmark list. A list of up to 3
suggested tags is nally returned to the system.

String similarity distance is calculated by using the QGrams algori®®h ps implemented

in SimMetrics® library, and the distance between the estimated location and the landmarks is
calculated in meters and normalized (O if the landmark is at maximum distance and 1 if the
distance is 0 meters).

This service adds the following function to the WKI system:

Vector<String> filterTags(GeoTag location, Vector<String>
suggestedTags)

Invoking this function is done by the WKI system for ltering a set of tags for a given location.

5.6.3 wp2-tag-normalization

This service performs a linkage of the resources with domain ontology concepts through tags.
The service is used internally by the system to add formal descriptions to uploaded content.
More speci cally, the list of tags that have been assigned to each resource are matched to one
or more domain ontology concepts. If the tag analysis returns matching concepts, the service
will automatically add the annotation to the metadata; otherwise they will just be added as tags.
Each matching is accompanied by a weight coef cient that shows the degree of the tag-concept
relation and takes values [0;1]. For the semantic enrichment of tags and domain concepts,
external sources of knowledge (such as WordNet, Wikipedia, etc) are exploited. Furthermore,
a term-corpus is acquired in an off-line process and the co-occurrence of terms is examined.
String processing, matching and comparison functionalities are employed for the appropriate
mapping between tags and formal descriptions.

The direct bene t of this process is that it is going to yield inter-operability to the WKI dataset
and allow for performing reasoning operations. Moreover, it is expected to enhance the results of

34http://www.geonames.org
35http://developer.yahoo.com/geo/geoplanet/
36http://www.dcs.shef.ac.uksam/simmetrics.html
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the provided visual analysis in terms of landmarks or points of interest identi cation. Potential
bene ts from the usage of this service will be evident to each layer of intelligence, as well as to
WKI end-users.

This service adds the following function to the WKI system:
Map<String, Double> normalizeTags(Vector<String> tags)

The user-assigned tags of a resource are given as input to this service, and a list of concepts,
along with a list of weights, are returned as a formal description for that resource. The suggested
weights are used to provide an estimate of the matching between the assigned tags and the
proposed concepts. Invoking this function is done by the WKI system, when the user uploads a
photo.
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6 Speech analysis

The reported work on speech analysis was divided into two parts. First, focus was given on
novel techniques of feature extraction that are based on neural networks — bottle-neck (BN)
features. These were found to signi cantly improve the recognition accuracy. Second, data
from Shef eld Fire Service were processed, where severe problems with the audio recordings
were encountered. The possible remedies are suggested in the second part of this chapter. Please
note also that the general state of the art in speech analysis was described in deli22jable [
Although bottle-neck features employed in the system can be considered as a shift in the state
of the art, for consistency, they are described in detail in the following.

6.1 Bottle-neck features

A part of the material presented in this section has been publish&8jiat[Interspeech 2009.

6.1.1 Introduction

Deliverable D2.1.122] presented standard features that are used for classi cation in the state-
of-the-art WeKnowlt speech recognition system. It has been also shown that there is a room
for potential improvements of the recognition results if advanced features are employed. This
section deals with such features extracted from neural networks classifying context of the speech
frame under consideration.

The possibility of obtaining features for standard Gaussian mixture model (GMM) based Hidden
Markov Model (HMM) recognition system from neural network has been studied for several
years. In the beginning, Hermansky7] proposed theTANDEM feature extraction in which
posterior probability estimates obtained from arti cial neural network (ANN) are modi ed to
create an input to standard GMM-HMM recognizer.

Although probabilistic featureshave not reached the performance of standard Mel-frequency
cepstral coef cients (MFCC) or Perceptual Linear Prediction (PLP) features, they exhibit great
complementarity to them. This encouraging property led to research addressing three parts of
ANN: input features, ANN structure, and output classes.

As ANN input featuresstandard PLPs or MFCCs, or more innovative features, such as Tem-
poRAI Patterns (TRAPs)3B] and their modi cations (e.g.32]), were used. The question of
ANN structurewas usually approached by combination of several smaller ANNs. As examples
of this effort, Tonotopic Multi-layered Perceptroi 2] and Split ContextANN architecture 75|

could be named. Asutput classegphoneme units were used at the beginning. However, using
sub-phoneme classes such as phoneme states as ANN targets was more sugbgssful [

Thanks to these efforts, the probabilistic features soon became part of the state-of-the-art Large-
Vocabulary Continuous Speech Recognition (LVCSR) syst&is36]. Nevertheless, they still
did not themselves reach the performance of standard features.
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6.1.2 Bottle-Neck features

The recently proposeBottle-NecKeatures 4] are also obtained as a product of ANN, but they

are not derived from the class posteriors. To obtain Bottle-Neck (BN) features, ve layer ANN
with narrow — bottle-neck — middle layer is used and the features are based on linear outputs
of the neurons in the bottle-neck layer. These features signi cantly and consistently outperform
the probabilistic features and reach the same or even better performance than standard features.

The advantage of the bottle-neck approach is its simplicity, as the training of ANN is done in the
same way as for probabilistic features, only more layers are used. Moreover, the size of feature
vector is independent of the number of ANN output classes, which allows using phoneme states
as ANN targets without the need of extensive dimensionality reduction.

In the ongoing researcB]], BN features were derived from different input (“raw”) features and
used in several LVCSR tasks. The structure of ANN and its training targets were investigated
together with the use of deltas. BN features outperformed the standard features in all tasks.

6.1.2.1 Split Context ANN Architecture

The bottle-neck approach can be introduced back into ANN architecture, similarly to HAT'S [
The advantage of bottle-neck is its greater modeling power compared to only one ANN layer
used in HATS. The architecture of great interest for BN features is the Split Context (SC) ANN,
suggested inq5], which systematically outperforms a single ANN.

In SC ANN, a block of input vectors is split into left and right contexts of the current ffame
Each context block is classi ed separately and the resulting posterior estimates are fed into
a merger ANN to obtain the nal classi cation. The scheme of split context architecture is
depicted in Figl3.

Since the probabilistic features obtained by this ANN architecture outperformed features ob-
tained from one ANN, we expected the same behavior also on BN features. The rst step is to
use BN ANN as the merger. However, taking into account that for GMM-HMM the BN outputs
form better features than probability estimates, it is reasonable to expect that they will also form
better input features for the merger ANN. This hypothesis is supported by better performance of
HATS over classical TRAP approachl]. BN ANNSs are therefore used also as context-speci ¢
classi ers and BN outputs (without any post-processing) are used as merger inputs.

6.1.2.2 Extensions of Split Context

The possible splits of the block of parameters presented at the input of a classi er were examined
up to ve temporal splits inT6]. The authors reported improved performance of the system with
increasing number of splits.

If three splits are considered, then the merger inpaain be written a¥; =[Y; Yc; YRr] where
Y are outputs of left, center and right context-speci ¢ ANNs each coveri#ydt input block
Xt = [ %t cont:::Xt:::Xt+cont. These context-speci ¢ ANNSs are trained with respect to the label
associated with center frameof the input block. Therefore, the left and right context splits do

387Schwarz's paperfs] contains a justi cation of this approach comparing splitting context to breaking N-grams in
language modeling.
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Figure 13: Block diagram of Split Context ANN architecture.

not contain this labeled vector and corresponding ANNs are forced to focus on the information
carried by co-articulation.

6.1.2.3 Universal context

In the split context approach, the context-speci c ANNSs are trained to output the label associated
with the center frame; of the whole input blockX: = [Xt cont:::Xt:::Xt+cont. This might

be quite far from the input vectors covered by the given ANN. This way of training of context-
speci ¢ nets seems to make sense when the probabilities are used at the input of merger ANN
that classi es the central frame of the whole input block. However, the ANN is capable of
more complex operation than simple “assembly” of partial probability estimates. Especially
when working with BN outputs, the concept of merging the partial probability estimates into
nal ones naturally disappears.

Thus we may think of parameters on the merger infuas of another representation of under-
lying speech signal represented Hy. The fact, that this information was obtained by three
different ANNs with respect to classi cation of a certain frame does not play a role. We
may as well use the same ANN to obtain BN outputs from all three context splits. Then,
for the three-split systerlv becomesV: = [Z: «;Zt;Zi+«], WwhereZ is output of context-
independent dniversal- ANN. This universal ANN covers smaller block of input parameters
Xty = [ Xty Ugonts s Xty &1 Xty +Ueords WhereUceont is the context of the input block respective to
its center framexy, .

The universal ANN is trained with respect to its central fragye Thek is shift ofty against. If
three splits are considered, the input to mekgeis created by sampling the outputs of universal
ANN at timest; t k; t+ k, but more samples and even a sampling that is asymmetrical with
regard ta can be considered.

The universal ANN will convey maximum information about its center fraxpein its BN
outputs. If there is a useful information for classi cation of the central frame of the whole input
block Xt in BN representation of farther context splits, the merger should be able to extract and
use it. The scheme of this idea is depicted in Big. This approach will be called Universal
Context (UC) because only one — universal — ANN is used to extract parameters from context
splits.
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Figure 14: Block diagram of Universal Context approach.

By replacing context-speci ¢ ANNSs by a general one, signi cant simpli cation was achieved: it

is obvious, that the ANN does not need to appear in the system several times. Instead, processing
of the smaller — contextual — blocks is done frame by frame and stacked; only desired frames
are taken to form merger input. The number of trainable parameters in the system is therefore
reduced, allowing training of larger ANNSs to reach the same number of trainable parameters in
the whole system. The stacking of context-independent ANN outputs is also convenient when
experimenting with different numbers of temporal splits.

6.1.3 Experiments
6.1.3.1 Experimental setup

Our system is based on AMI-LVCSR system used in NIST RT'07 evalua®&hwhich is

quite complex. The system runs in many passes. For detailed analysis of the novel features,
we stopped the process after the rst decoding pass and estimation of VTLN warping factor.
The system was simpli ed by omitting the constrained MLLR adaptation and lattice generation
followed by four-gram Language Model (LM) expansion, and full decoding using bi-gram LM
was done instead. The LM scale factor and the word insertion penalty were tuned for the best
WER.

The training set consists of the complete NIST, ISL, AMI and ICSI meeting data — about 180
hours.

Mel-PLP features extended by derivati®<? andD? are transformed by HLDA to 39 dimen-

sional vector. The HLDA considers each Gaussian component as a class. Resulting parameters
are mean- and variance-normalized per speaker and are used as standard features (further de-
noted as HLDA-PLP). Cross-word tied-states triphone GMM-HMMs models were trained by
Maximum Likelihood (ML). The model contains 5600 tied states with 18 mixture components

per state. The performance of this baseline is given in @ab.

The systems for different BN features were trained by single pass retraining from HLDA-PLP
baseline system. Next, 18 maximum likelihood iterations followed to better settle new HMMs
in the new feature space.

Feature concatenation is quite common for probabilistic features, so it was also tested for BN
features. The results are reported for BN features separately, in concatenation with HLDA-PLP

Page 48



D2.1.2 -V12

Critical bands (+VTLN) Segmentatiol Speech
|
'R WWXX\& | FFT | A2 step: 10ms |
length: 25ms
Log
Log-critical band
¢ spectrogram_|Hamming WE e
 speaker based DC:T %; N
. mean and L : § MLLT ﬂ>
variance "; features
' normalization : T
————————————— Hamming &
DCT {

Figure 15: Block diagram of Bottle-Neck feature extraction.

and for BN features appended with their rst derivatives (denotedy— these derivatives
help overcome the HMM assumption of frame independence and signi cantly improve system
performancedl].

6.1.3.2 BN feature extraction

The raw features are based on 23 short-term Mel-scaled log-energies normalized by VTLN and
speaker-based mean and variance normalization. The input block to ANN contains 31 frames
of these energies. This is kept constant over all experiments. For the baseline BN features, the
processing continues by weighting the energy trajectories (TRAPs) by Hamming window and
projection on rst 16 Discrete Cosine Transform (DCT) bases including the DC component.
These raw features have 2316 = 368 elements and form the input to a ve-layer ANN with
bottle-neck of size 30 in the middle lay&. The sizes of the rst and the third hidden layer

are equal. The ANN of about 2 000 000 trainable parameters is trained to classify 135 targets
corresponding to phoneme states on about 173 hours of speeéfl detally, linear outputs

of the bottle-neck layer are transformed by Maximum Likelihood Linear Transform (MLLT),
which considers HMM states as classes, and mean- and variance-normalized. These features are
further referred to abaseline BNand their performance is shown in Td&b.The block diagram

of BN feature extraction is shown in Fi5.

6.1.3.3 Flavors of BN features

Split Context — The left and right contexts cover 16 frames of input log-energies and they
overlap by 1 frame. The energy trajectories are weighted by corresponding half of Hamming
window and projected on 11 DCT bases including DC component. The number of inputs to each
context-speci c ANN is 23 11= 253 elements. The total amount of trainable parameters in

38This size was chosen as optimal with respect to further processing in previous experBiansiwas not tuned
here.

39This applies for all ANN with bottle-necks

40Some parts of data causing problems in ANN training were discarded
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HLDA-PLP 36.0]
baseline BN 33.3
baseline BND 32.3
HLDA-PLP + baseline BN 31.7
SC-M BN 32.2
SC-M BN.D 30.5
HLDA-PLP + SC-M BN | 30.6

Table 6: WER [%] of PLP features, baseline BN features and Split Context architecture with
bottle-neck in the merger.

Context-speci ¢ ANNs BN size

features 50 | 60 | 70 | 80 | 90
SC BN 31.3| 31.2| 30.8| 30.6| 30.6
SC BN.D 30.4| 30.0| 29.8| 29.6| 29.5
HLDA-PLP + SCBN| 30.5| 30.2| 29.8| 29.5| 29.7

Table 7: WER [%] of BN features generated by SC architecture with bottle-neck in all stages.

ANN architecture was kept the same: 2000 000. The amount of parameters in individual ANNs
was the following: 2 1=6 in context-speci ¢ ANNs and-23 in the mergett.

First, the merger was replaced by a bottle-neck ANN. The obtained features are de@ekéd
BN. They achieved 1% absolute better results than the BN baseline — seé& Tab.

The bottle-neck structure was then used also in context-speci ¢ ANNs and outputs of bottle-
neck layers were used as inputs to the merger. Maximum amount of useful information from
context-speci ¢ ANNSs is needed to ensure proper classi cation ability of the merger (and thus
to guarantee the quality of derived BN features), so experiments with different sizes of context-
speci ¢ ANN bottle-necks were performed. The results can be seen in7TaHere, further
improvement over 1% absolute was achieved.

Split Context — three splits— The problems with training the context-speci ¢ ANNs on the
edges were encountered and the classi cation accuracy of the whole architecture was only
slightly better than the classi cation ability of the central ANN alone. We hypothesize that
there is not enough information in the left or right context to classify the frame outside of this
context. The study in76] was done on a small data set, so it is possible that the context ANNs
learned the most frequent phoneme context of given target. The WER of obtained BN features
was rather disappointing.

Universal Context After several experiments, we converged to the following con guration:
The contextual ANN covers 11 frames of input Mel-scaled log-energy spectrogram. The en-
ergy trajectories are weighted by Hamming window and projected on 6 DCT bases including
DC component. The resulting ANN input vector has 28 = 138 elements. The amount of
trainable parameters was about 1 000 000. The input to the merger was formed by ve BN out-
puts of universal ANN corresponding to ve blocks of log-energy spectrogram overlapping by
six frames. The merger had about 1 000 000 trainable parameters, too.

4LExperiments with different proportions were done with only slight effect on the nal performance
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Context-independent ANN BN size

features 50 | 60 | 70 | 80 90
UC BN 31.2| 30.5|31.1| 30.2| 30.5
UC BN_.D 30.0| 29.5|29.9| 29.3| 29.3
HLDA-PLP+UCBN | 29.5| 29.1| 29.5| 29.2| 294

Table 8: WER [%] of BN features generated by universal context architecture.

The performance of this architecture is shown in Balsmall but consistent improvement over
SC architecture is achieved.

6.1.3.4 Discriminative training

BN features enable a feature extraction scheme based on discriminative training. Itis interesting
to compare and combine the developed feature extraction technique with other discriminative
training techniques used in speech recognition. Namely, we have examined Minimum Phone
Error (MPE) training of model parameters(] and fMPE [71]. The comparison and combi-
nation with fMPE is particularly interesting as fMPE is an alternative discriminative feature
extraction technique. However, while neural net is trained to estimated phoneme state posterior
probabilities for each frame in the case of BN features, in case of fMPE, the ensemble of linear
feature transformation8§] is discriminatively trained to optimize the MPE criterion, which is
believed to be better related to our task of speech recognition in WeKnowlt.

Table9 presents the results for three different feature sets:
HLDA-PLP

UC BN70.D — UC with 70 neurons in contextual ANN bottle-neck augmented with delta
coef cients — one of our best performing feature sets based purely on BN processing

HLDA-PLP+UC BN70 —feature set concatenating both the HLDA-PLP and the UC BN70
(no deltas) stream

For each feature set, the results are shown for initial ML-trained model, model re-trained using
MPE, model ML-trained on the features processed using fMPE, and the last mentioned model
additionally re-trained using MPE.

Comparing the two discriminative feature extraction schemes, we see that the ML results ob-
tained with UC BN7Q0D features (29.9% WER) compare favorably to fMPE HLDA-PLP (31.4%
WER). Applying fMPE on top of BN feature extraction and MPE training of the models brings
further signi cant gains. Highest gains are, however, obtained with fMPE and MPE applied on
HLDA-PLP+UC BN70 features consisting of both BN and HLDA-PLP feature streams. This
suggests that fMPE is able to extract additional complementary discriminative information con-
tained in the “raw” features that was already lost during the BN processing.

6.1.3.5 \Veri cation of the BN paradigm on Czech CTS data

The experiments described so far investigated the performance of BN features on a large En-
glish meeting data. This is highly relevant for the objectives of speech analysis in WeKnowlt.
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Training
features | ML | MPE | fMPE | fMPE+MPE
HLDA-PLP | 35.6| 32.6 | 31.4 29.7
UCBN70D | 29.6| 27.9 | 27.8 27.6
HLDA-PLP
+ UC BN70 29.4| 275| 26.9 26.1

Table 9: WER [%] of BN and HLDA-PLP features using different techniques.

| Models | WER |

PLP-HLDA 46.5
XXX PLP-HLDA + LCRC BN | 38.8

Table 10: Results of BN vs. baseline feature in recognition of Czech CTS.

However, it does not cover all potential scenarios of the technology application in the context
of collective intelligence. To verify the generalization of the described method under different
conditions (namely, in the task of speech recognition of continuous telephone speech — CTS —in
a different language, with a limited training dataset), we performed a study on Czech CTS data.

The described experiments employ security- and defense-related data in Czech, which is close to
WeKnowlt domain. The data was created by a consortium of 3 university laboratories: Technical
university of Liberec, University of West Bohemia in Plzen and Brno University of Technology,
with the support of project “Overcoming the language barrier complicating investigation into
nancing terrorism and serious nancial crime. The test set consists of 1.2 h of annotated
CTS data from 78 speakers.

The system used is similar to the one described in previous sections, but trained on signi cantly
less training data (note that for Czech, no CTS databases such as CallHome, Switchboard or
Fisher are available). The system is trained on 46h of CTS speech, different from the test set.

The results are summarized in Taldle. The baseline result is worse than that for English
(Table6) due to ective nature of Czech and the limited training dataset. It is however obvious,
that the BN features are improving the WER by 6% absolute, which is an excellent result that
proves that BN features generalize also in this case. The discriminative training of the Czech
system is work in progress.

6.1.4 Conclusions on the Bottle-Neck Features

The improvement brought by incorporation of the Bottle-Neck features through different ANNs
architecture, which was described in this section, is signi cant. Starting with BN features gener-
ated by a single ANN, we obtained the performance of 33.3% WER — more than 2.5% absolute
better than the HLDA-PLP baseline. When both sets of features are concatenated, the improve-
ment increases to 4.3%.

When BN ANNSs were introduced into Split Context architecture, the WER decreased by another
2% absolute, reaching the level of 29.5%. Here, the addition of HLDA-PLP features does not
bring an improvement and the same performance is achieved by BN features appended with

42sponsored by Ministry of Interior of Czech Republic under No.VD20072010B16
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their delta parameters. The best performance is obtained by the architecture with bottle-neck of
80 neurons in context-speci ¢ ANNSs.

Increasing the number of temporal splits in SC architecture led to degradation of the system as
the context-speci ¢ ANNs on the edges of the input block were not able to learn the target form
its co-articulation behavior.

The developed Universal Context architecture performs about the same as SC architecture reach-
ing the performance of 29.3% WER in the best case. This con guration is also much less sensi-
tive to the size of the contextual ANN. In addition to better performance, the resulting system is
simpler as only one context-independent ANN is used for all temporal splits.

To examine the behavior of discriminative BN features together with discriminative training,
two technigues were evaluated — Minimum Phone Error training of models and fMPE features.
We have shown that BN features compares favorably to fMPE as an alternative discriminative
feature extraction technique. The combination of BN features with fMPE and MPE training
brings additional signi cant gains.

The performance of BN features was also veri ed on Czech CTS data, bringing 6% absolute
improvement over the HLDA-PLP baseline.

The described method has been integrated into the speech recognition services that are part of
the WeKnowlt system.

6.2 Processing of WeKnowlt data

The data for testing originated at the Fire Service of Shefeld. It was exported from the pro-
prietary system used for call auditing. The data corresponds to recordings of two days during
Shef eld ooding in 2006.

6.3 Recognition experiments

The data was processed by a CTS recognizer described in detail in Kara at's téhgsiblpte
that this system is a simpler one than the one described in the previous section, allowing for fast
turn-over of experiments.

6.3.1 Conversational telephone speech recognition system
6.3.1.1 Feature extraction and acoustic models

The features were 13th order ML-PLP cepstral coef cients, including the Oth one, with the rst
and second derivatives added. This gives a standard 39 dimension feature vector. Cepstral mean
and variance normalization was applied. Cross-word triphones were chosen as the smallest
modeled units. Each HMM contained 3 emitting states in the left-to-right topology.

Training transcriptions were created from word level transcriptions and given dictionary. The
rst pronunciation variant was taken.
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The CTS system was trained on ctstrainO4 training set, a subset of the h5train03 set, de ned at
the University of Cambridge. It contains about 278 hours of well transcribed speech data from
Switchboard I,Il and Call Home English (see TahlB.

Database Amount of data [hours]
h5train03| ctstrain04
Switchboard | 263.61 248.52
Switchboard Il - cellular| 16.18 15.27
Call Home English 15.77 13.93
| Total | 29556 | 277.72 |

Table 11: CTS training data description.

All CTS models selections were tested on the Hub5 EvalO1 test set (de ned during 2001 NIST
CTS evaluation) composed of 3 subsets of 20 conversations from Switchboard-1, Switchboard-2
and Switchboard-cellular corpora, for a total length of more than 6 hours of audio data. The exact
training process is described inJ. The nal cross-word “xwrd.4” system contains 7598 tied
states and 16 Gaussian mixtures per state.

6.3.1.2 Language model

The Language model used in the decoding was estimated by interpolation from Switchboard I,
Il + Call Home English and Hub4 (Broadcast news) transcriptions (see I&plelhe size of
recognition vocabulary was 50k words.

6.3.2 Recognition and results

The system rst produces lattices with “xwrd.4” acoustic models using a bigram language
model. Those lattices are further expanded by a trigram language model. This is shown in
gure 16

On the described test set, the system reaches word error rate 36.7%.
6.3.3 Results on WeKnowlt data
The delivered data were processed by the system and the accuracy was assessed. Unfortunately,

only poor results (the accuracy around 30% of correct words — see example iYFeguld be
obtained with the state-of-the-art system on this data.

Corpus Count of words| LM weights
2gram| 3gram

SWB + Call[Home 3.5M 0.733 | 0.639

Hub4 LM96 220M 0.266 | 0.360

Table 12: Number of words and weights per corpus for CTS language model.
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Figure 16: CTS system architecture

SHE JUST ASKED ME TO RING THE FIRE BRIGADE IS THERE ANYTHING THAT
THEY CAN DO IS JUST A MATURING TO FIND THE GATE FIFTEEN
ANYTHING THAT THEY CAN DO

Figure 17: Reference transcription (1st line) and recognition output (2nd line) on an example of
WeKnowlt data.

6.3.4 Analysis of the data

As the results were not acceptable, we proceeded to a thorough analysis of the data. The data
was delivered as WAV les in linear encoding. According to the available documentation of
the recording device, the data is processed by the G729A codec byl]TSdveral tests were
performed with our standard CTS data (“eval01” set) to verify that encoding and decoding does
not cause degradation of the recognition systems. The drop in accuracy was negligible.

To exclude the possibility of accidental system failure on this data, we processed the submitted
signals by available English and even Czech phoneme recognizers (for a standard phone record-
ings, this gives reasonable outputs even if the Czech system is used to identify phonemes in
English speech). The results proved that the data is too noisy for any recognition system — the
resulting phoneme sequences were closed to random.

The serious issue is the clipping in the data — most of the signals look like the example in
Figure 18. The data is also signi cantly distorted, so that it is barely understandable by the
humans. Our simulations showed that these two factors are accountable for the unsatisfactory
recognition results on the Shef eld Fire Service data.

A\ M M’M'WW”M T TTEVlE T T

I

=.5 B =

Figure 18: Example of clipped WeKnowlt data.
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6.4 Speech Analysis Services

Two WeKnowlt services, corresponding to the two particular phases of the speech recognition,
were designed and implemented within the framework of the speech analysis module, namely:

wp2-speech-indexing
wp2-search-in-speech

A short description of the services is provided in the following subsections.

6.4.1 wp2-speech-indexing

The service prepares an index for the search in the given set of speech recordings and provides
a link (URI) to this index for subsequent searches.

The service adds the following function to the WKI system:

String indexSpeech(List<String> speechfileURIs,
ParameterSpecification settings)

The set of audio le IDs is processed in the given order (if a le represented by an URI from
the list is not accessiblé] RINotFoundExceptiors raised). The service also checks whether

the recording le type is supported (if it is noEileTypeNotSupportedExceptia raised).

The settings parameter is taken into account next. The values of speci ed parameters are set
according to the provided data. If a particular parameter is not speci ed, the pre-de ned de-
fault value is applied. The service reads the content of the provided speech les then. If it
Is not compatible with the parameters given in settings or it does not correspond to the spec-
ied le format, ParameterMismatchExceptiam FileTypeMismatchExceptioils generated
respectively. Based on the given settings, the service can retrieve any relevant metadata to im-
prove the indexing process. The speech data is transformed and indexed nally. The service
generates a unigue URI for the index and returns it as a result. If any problem appears during
the indexing Servicelnternal ErrorExce ptiois raised.

The service can be invoked manually but the automatic processing will be probably more fre-
guent. It is expected that this service will be automatically called through WKI work ow man-
agement system whenever a new speech le appears. A service linked to this work ow should
also take care of storing the resultispeechindexU Riogether with necessary metadata ac-
quired by other parts of the WKI system (the time recordings corresponds to, identi cation of
persons speaking (if available) and any other contextual information).

6.4.2 wp2-search-in-speech
The service evaluates a query on the identi ed speech resources and returns the most probable
hits. It adds the following function to the WKI system:

Hits searchinSpeech(QueryString query,
List<String> speechindexURIs,
ParameterSpecification settings)

Page 56



D2.1.2 -V12

The user query is analysed rst. The service checks the format of the given query string, parses

it and prepares the actual search. The given lispdechindexURIs compared to the con-

tent of the internal repository and the links to non-existing indices are reported. If the list of
speechindexURIis empty, the service performs the search on the entire collection of the pro-
cessed recordings. Service-speci ¢ settings are parsed and the search-related parameters are set
accordingly. Based on the given settings and the query, the service retrieves relevant metadata
and prepares ltering of the search results. Finally, the set of keywords is searched in a given list

of previously indexed speech recordings. The service returns a list of the parts from the relevant
les that most probably correspond to the given query (Hits). The list is sorted according to the
con dence estimation.

User tools invoke this service to identify the (parts of) recordings containing particular keywords.
Itis expected that the use will correspond to high user-involvement scenarios in the rst phase. It
will involve a straightforward presentation of (a subset of) the resulting list of hits, the possibility
to play the particular part of the audio le and the user's decision what to do with the ndings.
In future, more advanced services can be built on top of this service that will put together the
evidences from various media analyses and base further processing on their combination.
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7 Conclusions

In this document we reported on the implemented tools developed within the WeKMedia
Intelligencelayer. Presented approaches are closely interconnected with respect to the We-
Knowlt Emergency Response and Consumer Use Cases and took into account the needs and
requirements set. Among the future goals of this WP is further contextual fusion of its three
modalities, that will help in the semantic interpretation of the outcomes produced by the devel-
oped tools and aid the overall production@bllective Intelligence Evaluation of developed
techniques and methodologies has been conducted based on growing amounts of multimedia
content collected either from personal travelling and publicly available data sources (e.g. Flickr)

in the Consumers Use Case or from emergency responders and people involved or affected by
emergencies in the Emergency Response Use Case, respectively.

The current Text Analysis section of this document, in conjunction with the corresponding one
from D2.1.1 R2], describes the state-of-the-art Text Analysis techniques which have been im-
plemented in the WeKnowlt system to meet the speci ¢ requirements of the WeKnowlIt WP7
Use Cases and more generally Collective Intelligence systems of which these use cases are ex-
amples. The technologies provide a wide range of functionalities, which provide intelligent
access (search/browsing) of the textual content of documents. Some of these functionalities,
such as tag (classi cation), are mirrored in other media types (e.g. image tagging) and Intelli-
gence Layers (e.g. Mass Intelligence). Within the rst prototype these functionalities are seen
as distinct, however future work (to be reported in D2.2 “Contextual media analysis and fusion
techniques”) will examine how to combine (fusion) this synergistic analysis.

Furthermore, by developing and implementing the VIRaL tool, we presented an integrated ap-
proach on visual image retrieval and localization. More speci cally, we showed how the bag-of-
words model can be extended by adding geometrical consistency into it and how geo-tags may
be exploited in order to allow localization and POIls identi cation, a fact of great importance
within the WeKnowlt framework, especially in the Consumers' Use Case. Among the future
goals of this work are the extension of the utilized datasets to larger sets of publicly available
images, improvements of the algorithmic geometrical consistency model in terms of speed, ex-
tension of the presented algorithm in order to be used for mass amount of non-geotagged images
and additional integration of external social web sources as ad-hoc services.

In the speech analysis eld, although recognition systems have state-of-the-art performance on
standard databases, and novel techniques have been developed to increase their accuracy, the
results obtained on the Shef eld Fire Service dataset are still not satisfactory. Note that BUT
speech recognizers are developed and trained for spontaneous speech coming often from chal-
lenging environments. As even humans have signi cant problems to understand some parts of
the recorded conversation, any automatic system on the current recorded signals cannot proba-
bly provide an acceptable output. The problems are caused by the recording device. Talks to x

or upgrade the recording equipment have been initiated, in order to provide well recorded data
to enable its automatic recognition in the future.
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A Appendix

Figure 19: Example of a query image depicting Plazza San Marco in Venice. Correct localization
of the query image and suggestion of tags from “GeoNames.org”.
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Figure 20: Ransac correspondences for the building in Plazza San Marco. Even though only a
small part of the building is depicted in the database image, the matching is done correctly.
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Figure 21: Another view of the Plazza San Marco in Venice for query image.
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Figure 22: Query image coming from the canals in Venice and 16 result images coming from
the same exact place.
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Figure 23: Correct localization by discarding a result image after identifying it as wrongly geo-
tagged (photo from Krakow).
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Figure 24: Correct localization by discarding a result image after identifying it as wrongly geo-
tagged (photo from Venice).
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Figure 25: Query image from Lisbon.
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Figure 26: Query image from Lisbon.

Figure 27: Query image from Lisbon.
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Figure 28: Query image from Krakow.

Figure 29: Query image from Krakow.
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Figure 30: Query image from Krakow.
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Figure 31: Ransac correspondences for a building in two photos with different viewpoints and
scales.

Figure 32: Correct localization with only one matching image.
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